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ABSTRACT
Past consumption of items affect current choices and influ-
ence the perceived quality. The order in which items are
consumed can affect the score that a user might give to
them. In this work we present two simple models that take
advantage of the temporal order of choices and ratings by
the user in order to improve the quality of the recommen-
dation. Our model exploits the collaborative effects in the
data while also taking into account the order in which items
are seen by the users. Experiments show that our approach
outperforms standard Matrix Factorization models.

Categories and Subject Descriptors
H3.3 [Information Search and Retrieval]: Information
filtering—Collaborative Filtering ; H3.4 [Systems and Soft-
ware]: Performance evaluation (efficiency and effectiveness);
G3 [Probability and Statistics]: Correlation and regres-
sion analysis; G1.6 [Optimization]: Gradient methods

General Terms
Algorithms, Experimentation

Keywords
Collaborative Filtering, Temporal Order

1. INTRODUCTION
Recommender Systems have become ubiquitous tools to

find our way in the age of information. User preferences are
inferred from past consumption patterns or explicit feed-
back and predictions are computed by analyzing other users
– Collaborative Filtering (CF) – or categorizing the items by
their content – Content-based Recommendations. The sim-
plest formulation of the recommendation problem involves
predicting values for user, item pairs. In the CF setting,
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this turns the problem into a sparse two-dimensional matrix
in which we have very few values for some user, item pairs
that must be used to compute the missing values of interest.

When providing ratings users do not in general have an
absolute measure of quality and most items (e.g. movies)
are judged in comparison to the already experienced items.
That is the perceived quality of an item is not only subjective
but also relative to the quality of items seen in the past.
It is thus reasonable to assume that items that have been
seen/consumed in the past will influence both the choice and
the rating of future items.

Practitioners have been looking into ways to exploit the
temporal dimension in recommendation by e.g. adding a
temporal component to Collaborative Filtering (CF) Matrix
Factorization (MF) models or by trying to find patterns in
items that are purchased together and exploiting them using
Markov Chains. Both of these approaches have been shown
to work well in practice but have also some limitations. In
particular methods that rely on adding time as a separate
factor in CF models ignore the order in which items are
considered, while Markov Chain based models do not take
collaborative effects into account while also being limited
to Recommendation domains where purchases are done in a
basket-wise fashion.

In this work we introducing a new way of modeling tem-
poral order in a CF model by considering the previous items
selected/rated by the user in a recommendation. We intro-
duce two models that outperform standard MF methods in
practice. In effect we are looking to model the time series as-
pects of the collaborative data while also taking into account
the collaborative interactions.

Contribution.
In this work we introduce two models that take advantage

of the temporal order patterns in collaborative models. In
particular we:

• introduce two temporal order models and formulate
the model learning as regularized loss minimization
problem.

• the models introduce are fully collaborative i.e. they
take advantage of the collaborative effects between users
current item and items seen in the past.

• we shown a fast way to optimize the objective function
using Stochastic Gradient Descent

• we show that significant performance improvements
can be achieved with the models.



In the following we review related work, introduce the
models, discuss the optimization procedure and provide an
evaluation on two datasets.

2. RELATED WORK
Most of the work on Collaborative Filtering has focused on

the traditional two-dimensional user/item problem. Koren
has recently introduced a temporal model into the factor
model called timeSVD++ [4] which significantly improves
the Root Mean Squared Error (RMSE) on the Netflix data
compared to previous non-temporal factorization models.
In [11] the authors model the temporal evolution of online
shopping preferences Our models can incorporate these ex-
tensions but also take into account the order of the items
selection.

In [6] a Markov Decision Process (MDP) based Recom-
mender System while in [12] a Markov Chain bases system
is described. These systems are quite suitable for recommen-
dation domains where shopping is done in a basket-like fash-
ion and lots of items are bought in one session (e.g. super-
market). These systems ignore the interactions largely be-
tween users and item i.e. the collaborative effect is not taken
into account and thus are not suitable in domains where
these effects are very important to provide good recommen-
dations (e.g. music, movies etc.). In [5] a new Markov Chain
model is introduced that takes collaborative effects into ac-
count by utilizing Tensor Factorization, while this model is
quite powerful it is tailored to domains where shopping is
done in a basket-like fashion.

3. TEMPORAL ORDER MODELS
The main idea in our models is to include N past items

seen by the user in the model. In the current section we
introduce the two proposed models. We briefly review stan-
dard Matrix Factorization first.

Matrix Factorization.
CF techniques based on MF work by assuming that rat-

ings provided by users on items can be represented in a
sparse matrix Y ∈ Yn×m where (n is the number of users
and m the number of items). The observed values in Y
are thus formed by the rating information provided by the
users on the items. The CF problem then boils down to
Matrix Completion problem. In MF techniques the aim is
to factorize the matrix of observed ratings into two matrices
U ∈ Rn×d and M ∈ Rm×d such that Fij = 〈Ui∗,Mj∗〉 =∑d

l=1 UilMjl approximates Yij , i.e. minimizes a loss func-
tion L(Fij , Yij) between observed and predicted values we
denote by Ui∗ the entries of the ith row of matrix U . In
most cases, a regularization term for better generalization
performance is added to the loss function and thus the ob-
jective function becomes L(F, Y ) + Ω(F ).

3.1 Model
We introduce two models for including the temporal order:

A Multiplicative Model where (MM):

Fij =
〈
Ui∗,M

t
j∗,M

′t−1
k∗ , . . . ,M ′′t−N

l∗

〉
(1)

where i the user and j the item for which we want to make
a prediction while k the item seem last by the user and l
the item seen N before the current choice. M t

j∗ are the

item factors for the item to predict stored in a M t ∈ Rm×d

matrix andM ′t−1 the factors learned for the items consumed
immediately previous to the the current and M ′′t−N is the
item seen at t − N order (i.e. N items before the current
item) while also M ′t−1,M ′′t−N ∈ Rm×d. Note that N is a
parameter and can be adapted to the domain and the data.
The second model is an Additive Model (AM):

Fij =
〈
Ui∗,M

t
j∗
〉

+
〈
Ui∗,M

′t−1
k∗

〉
+ · · ·+

〈
Ui∗,M

′′t−N
l∗

〉
(2)

In order to learn the model factors we resort to regularized
Loss minimization as discussed in 3. Thus we minimize the
following objective function:

R[U,M,M ′, . . . ,M ′′] = L(Y, F )+Ω[U,M,M ′, . . . ,M ′′] (3)

3.1.1 Loss Function
In analogy to MF approaches [7, 10], we define the loss

function as:

L(F, Y ) :=
∑
i,j

Dij l(Fij , Yij) (4)

where l : R × Y → R is a point-wise loss function penal-
izing the distance between estimate and observation, D ∈
{0; 1}n×m×c is a binary matrix with nonzero entries Dij

whenever Yij is observed and we denote and Fij is given by
equation 1 or 2. Note that the total loss L is defined only
on the observed values in the matrix Y . Possible choices for
the loss function l include the following:

Squared error: Provides an estimate of the conditional
mean

l(f, y) =
1

2
(f − y)2 and

∂f l(f, y) = f − y

Absolute loss: Provides an estimate of the conditional me-
dian

l(f, y) = |f − y| and

∂f l(f, y) = sgn[f − y]

ε-insensitive loss: Chosen to ignore deviations of up to ε
via

l(f, y) = max(0, |y − f | − ε) and

∂f l(f, y) =

{
sgn[f − y] if |f − y| > ε

0 otherwise

These are not the only loss functions possible. For in-
stance, by using a quantile loss [3] we can prioritize esti-
mates based on the confidence with which we would like
to recommend events. Other possible loss functions include
the Huber loss [2] and the hinge loss function, which can be
useful in the case of implicit taste information [9].

3.1.2 Regularization
Simply minimizing a loss function is known to lead to

overfitting. Given the factors U,M,M ′, . . . ,M ′′ which con-
stitute our model, we have a choice of ways to ensure that
the model complexity does not grow without bound. A sim-
ple option is to add a regularization term based on the l2
norm of these factors [8]. In the case of a matrix, this norm



is also known as the Frobenius norm.

Ω[U,M t,M ′t−1, . . . ,M ′′t−N ] := (5)

λU ‖U‖2Frob + λt
M

∥∥M t
∥∥2
Frob

+ λM′
∥∥M ′t−1

∥∥2
Frob

+

· · ·+ λM′′

∥∥∥M ′′t−N
∥∥∥2
Frob

3.1.3 Optimization
Overall, we strive to minimize a regularized risk functional

that is a combination of L(F, Y ) and Ω[U,M,C]. The ob-
jective function for the minimization problem for a square
error loss is:

R[U,M t,M ′t−1, . . . ,M ′′t−N ] := (6)

1

2
(F − Y )2 + λU ‖U‖2Frob + λt

M

∥∥M t
∥∥2
Frob

+

λM′
∥∥M ′t−1

∥∥2
Frob

+ · · ·+ λM′′

∥∥∥M ′′t−N
∥∥∥2
Frob

. (7)

(8)

As dataset sizes grow, it becomes increasingly infeasible
to solve factorization problems by batch optimization. In-
stead, we resort to a simple online algorithm which performs
Stochastic Gradient Descent (SGD) in the factors Ui∗, M

t
j∗,

M ′t−1
k∗ etc. for a given rating Yij simultaneously. In order

to compute the updates for the SGD algorithm, we need to
compute the gradients of the loss function and eventually
the objective function with respect to the individual com-
ponents of the model. For the Multiplicative model these
are:

∂Ui∗ l(Fij , Yij) = ∂Fij l(Fij , Yij)M
t
j∗M

′t−1
k∗ . . .M ′′t−N

l∗

∂Mt
j∗
l(Fij , Yij) = ∂Fij l(Fij , Yij)U

t
i∗M

′t−1
k∗ . . .M ′′t−N

l∗

∂
M′t−1

k∗
l(Fij , Yij) = ∂Fij l(Fij , Yij)U

t
i∗M

t−1
j∗ . . .M ′′t−N

l∗

. . .

While for the Additive model:

∂Ui∗ l(Fij , Yij) = ∂Fij l(Fij , Yij)M
t
j∗ +M ′t−1

k∗ + · · ·+M ′′t−N
l∗

∂Mt
j∗
l(Fij , Yij) = ∂Fij l(Fij , Yij)Ui∗

∂
M′t−1

k∗
l(Fij , Yij) = ∂Fij l(Fij , Yij)Ui∗

. . .

We can then use SGD to optimize the objective 6. The
algorithm is described in 1.

Note that the algorithm 1 scales linearly to the number of
ratings K and the dimensionality of the factors d. Therefore,
the algorithm complexity is O(Kd).

4. EXPERIMENTS
This section provides the experimental evaluation of the

proposed algorithm. Our aim is to show that including tem-
poral order in a MF model improves performance over stan-
dard models. We analyze the impact of using temporal order
information in the models by comparing the models to stan-
dard MF. We do not compare to the temporal models by e.g.
[4] since these are based on extensions to the MF model that
can be also incorporated to our models and are not dealing
with temporal order but with modeling the temporal dimen-
sion.

Algorithm 1 Temporal Order Modeling

Input Y , d
Initialize U ∈ Rn×d, M ∈ Rm×d, M ′t−1 ∈ Rm×d,. . . ,
M ′t−N ∈ Rm×d and with small random values.
Set t = t0
while (i, j) in observations Y do
η ←− 1√

t
and t←− t+ 1

compute Fij according to the multiplicative or additive
model
Ui∗ ←− Ui∗ − ηλUUi∗ − η∂Ui∗ l(Fij , Yij)
Mj∗ ←−Mj∗ − ηλMMj∗ − η∂Mj∗ l(Fij , Yij)

update all other factor Matrices M ′t−1 . . .M ′′t−N

end while
Output U,M,M ′t−1, . . . ,M ′′t−N

Data set Users Movies Ratings
MovieLens 100k 943 1682 100000
MovieLens 1M 6040 3952 1000209

Table 1: Data set statistics

4.1 Experimental setup
Before reporting the results, we shall now detail the ex-

perimental setup including the datasets used and the exper-
imental protocol.

4.1.1 The data
We evaluate using the well known MovieLens datasets

100k and 1M. The MovieLens 100k dataset consists of 100,000
ratings, on a scale of 1 to 5 stars, of 1,682 movies made by
943 users. Each user rates at least 20 items, but the dataset
is still sparse: 94% of the user-item space has no rating.
The MovieLens dataset consists of approximately one mil-
lion (1M) ratings by 6,040 users for 3,900 movies. Movies
are rated in a scale from 1 to 5 stars and a timestamp of the
rating is also included in the data.

4.1.2 Evaluation Protocol
We assess the performance of the models by sorting the

rating in using the timestamp (from older to newer) and
splitting the datasets into two part where the older 80%
of the ratings are used for training while the newer 20%
for testing. Evaluation is done but computing the Mean
Absolute Error (MAE), defined as follows:

MAE =
1

K

n,m∑
ijk

Dij |Yij − Fij | (9)

where K is the total number of ratings in the test set. This
measure is one of the most widely used performance mea-
sures in the recommender systems literature.

We use the Absolute loss function as defined in 3.1.1 for
both the MF and our models. It is important to note that
the our approach allows for direct optimization of the eval-
uation measure, i.e., when using the MAE the ideal loss
function for minimizing this measure is the Absolute loss
function. However, if the error measure was set to RMSE,
we could optimize the least-square loss function. For the
training of the the algorithms we use 10 epochs.

We regularize using the l2 norm both on the matrices
3.1.2. We set the regularization parameters λ = λU = λM =



Method MovieLens 100k MovieLens 1M
MF 0.762 0.783

AMN=1 0.748 0.776
MMN=1 0.757 0.780
MMN=2 0.770 0.782
AMN=2 0.764 0.779
MMN=3 0.777 0.788
AMN=3 0.769 0.782

Table 2: Results in MAE. MF stands for the stan-
dart Matrix Factorization model, AMN=1 is the
1st order Additive Model AMN=2 the 2nd order
model, MMN=1 stands for the 1st order Multiplica-
tive Model and MMN=2 for 2nd order etc.

λM′ and we tune the initial learning rate, and the dimen-
sionalities of the individual components of the models d etc.
as parameters.

All reported results are the average of a 10 runs using dif-
ferent initialization. We do not report on the standard de-
viation of the results since we have found it to be less then
0.001 for all the experiment sets and thus does not qualita-
tively influence our findings and conclusions. Moreover, all
differences between our methods and MF are statistically
significant.

4.2 Results
We conduct experiments to assess the impact of modeling

temporal order. In order to do so, we compare our meth-
ods with a regular MF method. We vary the number of
previously seen movies from 1 to three and evaluate both
the Additive and the Multiplicative model. Results are pre-
sented in table

Note that we only focus on the relative improvement pro-
vided of our models over MF and not on outright perfor-
mance. There are well known pre-precessing steps that im-
prove the performance of Factor models in general (for de-
tails see [1]). We observer from the results that the 1st
order Additive model (AM) performs best and outperforms
the baseline MF model by about 2% for the MovieLens 100k
dataset. Using higher order model i.e. modeling further in
the past then 1 movie does not bring substantial perfor-
mance benefits for the MovieLens dataset, this might be
due to the fact that users only influence their ratings by
the movie they have previously seen and that this already
enough information to determine the “context” of the cur-
rently viewed movie. This effect can be different in other
recommendation domains where more of the past items con-
sumed could influence the current items perceived quality.
Note that we did not observe any further performance im-
povings while increasing the order of the models to higher
than 3.

5. CONCLUSIONS
We presented an intuitive way of using the past behavior

of the user to improve the quality of the recommendations.
The approach introduced is inspired and shares some sim-
ilarity to autoregressive models from time-series analysis.
Collaborative data seems to exhibit some degree of autore-
gresive behavior in the sense that items seen immediately

prior to the current item seem too influence its perceived
quality.

Note that we exploit this effect in a collaborative way tak-
ing advantage of the interactions between past seen movies
and current movies across users. We also believe that this
effect will be stronger in other recommendation domains and
plan to test this in the future.
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