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Abstract. Every recommender system needs the notion of preferences
of a user in order to suggest one item and not another. However, current
recommender algorithms deduct these preferences by first predicting an
actual rating of the items and then sorting those. Departing from this, we
present an algorithm that is capable of directly learning the preference
function from given ratings.

The presented approach combines recent results on preference learn-
ing, state of the art optimization algorithms and the large margin ap-
proach to capacity control. The algorithm follows the matrix factoriza-
tion paradigm to collaborative filtering. Maximum Margin Matrix Fac-
torization (MMMF) has been introduced to control the capacity of the
prediction in order to avoid overfitting.

We present an extension to this approach that is capable of using the
methodology developed by the Learning to Rank community to learn a
ranking of unrated items for each user. In addition, we integrate several
recently proposed extensions to MMMF into one coherent framework
where they can be combined in a mix-and-match fashion.

1 Introduction

Recommender systems are used by many websites to suggest content, products
or services to their visitors. However, suggesting the right items is a highly
nontrivial task: (1) There are many items to choose from. (2) Customers are
willing to consider only a small number of recommendations (typically in the
order of ten). Thus, the recommender system needs to have a good grasp on the
user’s preferences in order to suggest one item and not another.

Recommender algorithms often deduct these preferences by first predicting
an actual rating of the items and then sorting those. This does not do justice
to the way the resulting rankings are usually used: Users are presented only a
limited subset of the items. Or a ranked list is shown where the top k (usually
10) items are presented on the first page and all others are hidden on subsequent
pages. The procedure outlined above does not guarantee to do well in these sce-
narios, for example because it puts equal emphasis on all predictions as opposed
to just the top k.

The question of how to evaluate a predicted ranking is nontrivial in itself
which results in a plethora of different ranking measures. Recently, the machine
learning community developed approaches to optimize the prediction directly



2 Karatzoglou, Weimer

according to one of those measures. This is generally known as “Learning To
Rank”. While the initial approaches have been measure-specific, there is a grow-
ing interest in unifying the optimization for all measures in a single learning
framework where the measure is merely a parameter [4, 10].

In this chapter, we show how to transfer these results from the Learning To
Rank community to recommender systems.

Related Work A popular approach to recommender systems is collaborative fil-
tering. Collaborative filtering addresses the recommendation problem by learning
the suggestion function for a user from ratings provided by this and other users
on items.

A common approach to collaborative filtering is to fit a factor model to the
data. For example by extracting a feature vector for each user and item in the
data set such that the inner product of these features minimizes an explicit or
implicit loss functional (e.g. [7] following a probabilistic approach). The underly-
ing idea behind these methods is that both user preferences and item properties
can be modeled by a number of factors.

Matrix factorization approaches build upon this idea: The known data can
be thought of as a sparse n×m matrix Y of rating/purchase information, where
n denotes the number of users and m is the number of items. In this context,
Yij indicates the rating of item j given by user i. The rating is often given on
a five star scale and thus Y ∈ {0, . . . , 5}n×m, where the value 0 indicates that
a user did not rate an item. In this sense, 0 is special since it does not indicate
that a user dislikes an item but rather that data is missing.

The basic idea of matrix factorization approaches is to fit the original matrix
Y with a low rank approximation F . More specifically, the goal is to find such
an approximation that minimizes the sum of the squared distances between the
known entries in Y and their predictions in F . One possibility of doing so is by
using a Singular Value Decomposition of Y and by using only a small number of
the vectors obtained by this procedure. In the information retrieval community
this numerical operation is commonly referred to as Latent Semantic Indexing.

Note, however, that this method does not do justice to the way Y was formed.
An entry Yij = 0 indicates that we did not observe a (user, object) pair. It does,
however, not indicate that user i disliked object j. In [15], an alternative approach
is suggested which is the basis of the method described in this chapter. We aim
to find two matrices U and M where U ∈ Rn×d and M ∈ Rd×m such that
F = UM with the goal to approximate the observed entries in Y rather than
approximating all entries at the same time.

In general, finding a globally optimal solution of the low rank approximation
problem is unrealistic: in particular the approach proposed by [15] for comput-
ing a weighted factorization, which is relevant in collaborative filtering settings,
requires semi-definite programming which is feasible only for hundreds, at most,
thousands of terms. Departing from the goal of minimizing the rank, Maximum
Margin Matrix Factorization (MMMF) aims at minimizing the Frobenius norms
of U and M , resulting in a set of convex problems when taken in isolation and
thus tractable by current optimization techniques. It was shown in [16, 17] that
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optimizing the Frobenius norm is a good proxy for optimizing the rank in its
application to model complexity control. Similar ideas based on matrix factor-
ization have been also proposed in [12, 18].

In the remainder of this chapter, we show how to extend the MMMF approach
to ranking. Additionally, we discuss several extensions to the MMMF model that
work equally well for ranking and rating tasks.

The chapter is organized as follows: Section 2 describes the general MMMF
model, its generalization to ranking and the use of state-of-the-art optimization
methods to train the model. Section 3 describes extensions to that model. In sec-
tion 4, we discuss experimental evaluations and section 5 concludes the chapter
with remarks on future work.

2 Maximum Margin Matrix Factorization

2.1 Optimization Problem

MMMF computes a dense approximation F of the sparse matrix Y which forms
the training data. The approximation is based on the modeling assumption that
any particular rating of item j by user i is a linear combination of item and
user features. Thus, the approximation can be written as F = UM . Here, Ui∗
represents the feature vector for user i and M∗j is the feature vector for item j.
The predicted rating of item j by user i is then the inner product between these
feature vectors:

Fij = 〈Ui∗,M∗j〉

Finding the appropriate matrices U and M is achieved by minimizing the reg-
ularized loss functional where the Frobenius norm (‖U‖2F = trUU>) of U and
M is used for capacity control and thus overfitting prevention. The Frobenius
norm has been introduced to the MMMF framework and shown to be a proper
norm on F [17]. This leads us to the following optimization problem:

minimize
U,M

L(F, Y ) +
λm
2
‖M‖2F +

λu
2
‖U‖2F (1)

Here λm, λu are the regularization parameters for the M and U matrix
respectively and F = UM . Moreover, L(F, Y ) is a loss measuring the discrepancy
between Y and F .

The optimization problem can be solved exactly by using a semi-definite
reformulation [16]. However, this dramatically limits the size of the problem to
several thousand users / movies. Instead, we exploit the fact that the problem
is convex in U and M respectively when the other variables are fixed to perform
subspace descent [11].
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2.2 Loss Functions

Squared Loss In the original MMMF formulation, L(F, Y ) was chosen to be the
sum of the squared errors [16]:

L(F, Y ) =
1
2

n∑
i=0

m∑
j=0

Sij(Fij−Yij)2 where Sij =

{
1 if user i rated item j

0 otherwise
(2)

This loss decomposes for the non zero elements of Y and consequently it
is amenable to efficient minimization by repeatedly solving a linear system of
equations for each row / column of U and M separately (i.e. in parallel) — the
objective function in (1) is convex quadratic in U and M respectively whenever
the other term is fixed.

The gradient of L(F, Y ) with respect to F can be computed efficiently, since
∂FijL(F, Y ) = SijFij − Yij . This means that we have

∂FL(F, Y ) = S.∗(F − Y ) (3)

where .∗ implies element-wise multiplication of S with F−Y . In other words,
the gradient of the loss is a sparse matrix.

Non separable Loss This decomposition into losses, depending on Yij and Fij
alone, fails when dealing with structured losses that take an entire row of predic-
tions, i.e. all predictions for a given user into account. Such losses are closer to
what is needed in recommender systems, since users typically want to get good
recommendations about which movies they are interested in. A fairly accurate
description of which movies they hate is probably less desirable. The recent pa-
per [21] describes an optimization procedure which is capable of dealing with
such problems. In general, a non separable loss takes on the following form:

L(F, Y ) :=
n∑
i=1

l(Fi∗, Yi∗) (4)

Gradients of L(F, Y ) decompose immediately into ∂Fi∗ l(Fi∗, Yi∗). This allows
for efficient gradient computation.

We will now present two ranking scores with their respective loss functions
and gradients: The ordinal regression and the NDCG score. For simplicity of
notation we only study a row-wise loss l(f, y), where we assume that f := Fi∗
and y := Yi∗ have already been compressed to contain only nonzero entries in
Yi∗ with the corresponding entries of Fi∗ having been selected accordingly.

Ordinal Loss The ordinal regression score [6] is based on the notion that pre-
dicted rankings can be scored based on the number of pairwise mis-orderings.
For each pair of items rated by the user, we incur a loss if the predicted ordering
of the two items is not the ordering the user gave.

In a more formal way, this loss can be described as follows: Assume that y
is of length m containing mj movies of score j, that is

∑
jmj = m. For a given



Collaborative Preference Learning 5

1 1-1 111

1 1-1 111

1 1-1 111

1 1-1 111

count(1) = 5

count(1) = 4

count(1) = 3

loss += count(1)=3

1 1-1 111 …

Y sorted by F

Fig. 1. The fast procedure to compute the ordinal regression loss.

pair of movies (u, v) we consider them to be ranked correctly whenever yu > yv
implies that also fu > fv. A loss of 1 is incurred whenever this implication does
not hold. That is, we count∑

yu>yv

C(yu, yv) {fu ≤ fv} . (5)

Here C(yu, yv) denotes the cost of confusing a movie with score yu with one
of score yv. Since there are n = 1

2

[
m2 −

∑
jm

2
j

]
terms in the sum we need

to renormalize the error by n in order to render losses among different users
comparable. Moreover, we need to impose a soft-margin loss on the comparator
{fu ≤ fv} to obtain a convex differentiable loss. This yields the loss

l(f, y) = 2
[
m2 −

∑
j

m2
j

]−1 ∑
yu>yv

C(yu, yv) max(0, 1− fu + fv). (6)

The gradient ∂f l(f, y) can be computed in a straightforward fashion via

∂f l(f, y) = −2

∑
yu>yv

C(yu, yv)
m2 −

∑
jm

2
j

(7)

In general, computing losses using preferences such as (6) is an O(m2) oper-
ation. However, the reasoning presented in [8] has been extended to more than
binary scores to obtain an O(m logm) algorithm instead in [23]. The idea is to
sort the values of y by the ordering induced by f . Additionally, one counts how
often each rating is present in y as count[i]. Now, one can do one pass over
the sorted y. For each element, the counter for that rating is decremented by
one. If we pass an element where the counters for higher ratings are not zero, a
loss is induced based on the counters of those elements. Figure 1 illustrates this
procedure for only two possible ratings {+1,−1}.

NDCG The perceived usefulness of a ranking is not only based on the ordering
itself, but also on the position of possible errors. A user may very well tolerate
an occasional error for items she does not like as opposed to items she likes.
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This observation leads to the development of various position-dependent
ranking measures. In the paper [21] it was shown how to optimize the predic-
tions for one of these measures, namely the Discounted Cumulative Gain (DCG)
which is defined as:

DCG(Yi∗, π)@k =
k∑
j=0

2Yiπ[j] − 1
log2(j + 1)

(8)

The permutation π is computed as the argsort of the predicted values: π =
argsort(Fi∗).3 The parameter k is a cut-off beyond which the actual ranking does
no longer matter. This follows the intuition that typical recommender systems
can only present a limited number of items to the user. Since the DCG depends
on the possible values of Y , a normalized version is commonly used:

NDCG(Yi∗, π)@k =
DCG(Yi∗, π)@k
DCG(Yi∗, πs)@k

(9)

where πs the perfect permutation is the argsort of the true ratings given by
the user: πs = argsort(Yi∗). A NDCG of 1.0 indicates that the model sorts the
items in the same order as the user.

NDCG is position-dependent measure: Higher positions have more influence
on the score than lower positions. Optimizing DCG has gained much interest
in the machine learning and information retrieval communities (e.g. [3]). We
present an effort to optimize this measure for collaborative filtering.

Unlike classification and regression measures, DCG is defined on permuta-
tions, not absolute values of the ratings. Optimizing over the NDCG measure
directly is not possible since the measure is not convex, it is in fact piecewise con-
stant. One thus resorts to structured estimation techniques [19, 20] to compute
a convex upper bound on the NDCG measure.

The conversion of the NDCG measure into a loss is a three step process as
shown in [21]:

1. The gain needs to be converted into a loss. This is done by using ∆(f, y) =
1−NDCG(y, π).

2. We obtain a linear mapping from f to π.
3. A convex upper bound for the loss is derived.

We will now describe the second and third step in more detail.
A linear mapping is created by employing the following inequality: For any

two vectors a, b ∈ Rn, the inner product 〈a, b〉 is maximized by sorting a and b
in the same order. That is 〈a, b〉 ≤ 〈sort(a), sort(b)〉. This allows us to encode
the permutation π = argsort(f) in the following fashion: denote by c ∈ Rn a
decreasing nonnegative sequence, then the function

ψ(π, f) := 〈c, fπ〉 (10)

3 We assume argsort(f) to sort f decreasingly.
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is linear in f and maximized with respect to π for argsort(f).
Finally, by adapting a result of [20] on finding convex upper bounds on non-

convex problems it was shown in [21] that

l(f, y) := max
π

[
∆(π, y) + 〈c, fπ − f〉

]
(11)

is a convex upper bound on the NDCG measure and constitutes a proper loss
function. Here, ψ is defined as in (10) and π∗ := argsort(f) is the ranking induced
by f .

In the same paper, the computation of the maxπ[...] is shown to be an instance
of the well studied linear assignment problem. The gradient of this convex upper
bound can be computed as:

∂f l(f, y) = cπ̄−1 − c

where π̄−1 is the inverted maximizer of (11).

2.3 Optimization

Although (1) is not jointly convex in U and M , it is still convex in U if M is
kept fixed and convex in M if U is kept fixed. We thus resort to alternating
subspace descent as proposed by [11] by keeping U fixed and minimizing over M
and repeating the process for M with U fixed. We have the following procedure:

repeat
For fixed M minimize (1) with respect to U .
For fixed U minimize (1) with respect to M .

until no more progress is made or a maximum iteration count is reached.
As the overall problem is still non-convex, the procedure cannot be guaran-

teed to converge to a global minimum. However, it proved to be rather efficient
and scalable for problems of up to 108 nonzero entries in Y (Netflix) [21].

Each of the two minimization steps is convex and thus amenable to a wide
range of optimization procedures such as stochastic gradient descent (SGD) [2]
and LBFGS [9] [25]. However, these methods are guaranteed to converge within
1
ε2 steps at best to a solution that is within ε of the minimum.

Recently, bundle methods have been introduced with promising results for
optimizing regularized risk functions in supervised machine learning and have
been shown to converge within 1

ε steps [13]. This makes them especially suitable
to the optimization problem at hand. Each step of the optimization requires a
loss and gradient computation. As we have shown above, this can be a costly
operation, especially for losses like NDCG stemming from the structured esti-
mation framework [20].

The key idea behind bundle methods is to compute successively improving
linear lower bounds of an objective function through first order Taylor approx-
imations as shown in Figure 2. Several lower bounds from previous iterations
are bundled in order to gain more information on the global behavior of the
function. The minimum of these lower bounds is then used as a new location
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Fig. 2. A convex function (solid) is bounded from below by Taylor approximations of
first order (dashed). Adding more terms improves the bound.

Algorithm 1 Optimization over U
input Matrix U and M , data Y
output Matrix U
for i = 1 to n do

Select idx as the nonzero set of Yi∗
Initialize w = Ui∗
Ui,idx = argminw l(wMidx,∗, Yi,idx) + λu

2
‖w‖2

end for

where to compute the next approximation, which leads to increasingly tighter
bounds and convergence.

The main computational cost in using gradient based solvers is the compu-
tation of the gradients with respect to M and U . Using the chain rule yields

∂ML(F, Y ) = U>∂FL(F, Y ) and ∂UL(F, Y ) = [∂FL(F, Y )]>M. (12)

This computation is to parallelize, since terms in ∂FL(F, Y ) with respect to
each user can be computed separately.

We assume that the loss decomposes per user. Thus, we can optimize U by
optimizing each row of U on its own as shown in algorithm 1. Note that we

Algorithm 2 Computation of ∂ML
input Matrix U and M , data Y
output ∂ML = D>M
for i = 1 to n do

Update w ← Ui∗
Find index ind where Yi∗ 6= 0
X ←M [ind, :]
Update Di∗ ← ∂FL(wX, Yi∗[ind])

end for
return ∂ML = D>M
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effectively construct and solve a regularized risk model for each user for a dense
data matrix X and parameters w.

When minimizing with respect to M , we need to deal with the entire loss
jointly. The main issue to solve is to compute the loss and its gradient with
respect to M . Algorithm 2 shows an efficient way to compute the gradient which
decomposes again for all users besides the final multiplication.

Analysis The only interface of the algorithm to the actual rating data is through
the loss function. All it needs for building the model is a loss value and the
gradient for each iteration. Both these quantities can be computed independently
for each user. This is important for several different reasons:

First of all, users need not to share their rating data with their service
provider. Instead, they can just exchange losses and gradients. This may re-
assure privacy cautious users. Additionally, it moves one of the costliest parts of
the computation off the service provider’s systems and onto those of the users.
Communication hardly seems like an issue, as the amount of exchanged data is
dominated by the number of rated items per user.

From a similar point of view, the idea of collaborative filtering as a business
to business service becomes feasible. In such a setting, an online service provider
may be reluctant to share one of his key assets, the rating data. This reluctance
currently leads to the problem that the quality of the predictions is mostly deter-
mined by the number of customers a service provider has. Using the algorithm
described by us, service providers could keep their rating data private while still
enjoying the benefit of a way better estimation of M .

Finally, these properties make it trivial to parallelize the algorithm onto a
cluster of compute nodes. There, each node would be responsible for a certain
number of users and computes the loss and the gradient thereof for these users.
This allows the algorithm to be run with loss functions that would otherwise be
prohibitively expensive.

3 Extensions

After describing the generalized MMMF model and procedures to optimize it, we
now discuss extensions of the model to take prior knowledge about the function
class into account.

Offset Individual users may have different standards when it comes to rating
movies. For instance, some users may rarely award a 5 while others are quite
generous with it. Likewise, movies have an inherent quality bias. For instance,
’Plan 9 from Outer Space’ will probably not garner high ratings with any movie
buff while other movies may prove universally popular. This can be taken into
account by means of an offset per movie. This can be incorporated via

Fij = 〈Ui∗,Mj∗〉+ ui +mj . (13)
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Here u and m are bias vectors for movies and users alike. In practice, we
simply extend the dimensionalities of U and M by one for each bias while pinning
the corresponding coordinate of the other matrix to assume the value of 1. In this
form no algorithmic modification for the U and M optimization is needed. The
relative computational cost of this extension is near zero, since the dimensions
of the feature vectors of the convex optimization problem are extended by only
one or two.

Please note that this offset is different from a simple normalization of the
input data and is not meant to replace preprocessing procedures altogether. The
offset is learned for the loss function in use and for each user and movie, while
it would be tricky to find a normalization that does cater for both appropriately
at the same time.

Graph kernels So far we ignored a crucial piece of information, namely the fact
that the ratings themselves are not random. For instance, knowing that a user
rated ’Die Hard’, ’Die Hard 2’, and ’Top Gun’ makes it likely that this user
is interested in action movies. This information can be gained without even
looking at the score matrix Y . One would expect that we should be able to take
advantage of this structural information in addition to the actual scores.

One possibility, proposed by [1] is to use the inner product between the
movies two users rent as a kernel for comparing two different users. Denote by
Sij = {Cij > 0}. In this case they define the kernel between users i and i′ to
be 〈Si∗, Si′∗〉. It is well known that such a model is equivalent to using a linear
model with user-features given by S. We can use this to improve the user matrix
U to U + SA for a suitably chosen feature matrix A.

Independently, [12] recently developed a related line of thought by assuming
that the user matrix is given by U+S̄A, where U and A are normally distributed
and S̄ is a row-normalized version of S, that is S̄i∗ = ‖Si∗‖−1

1 Si∗. While their
optimization strategy is very different (they use Markov Chain Monte Carlo
sampling), it should already be clear at this point that the outcome is very
similar to that of [1].

We now show that both approaches, which are approximately equivalent
(barring the normalization of S to S̄), are also equivalent to the use of graph
kernels on the bipartite ranking graph defined between users and movies. For
this purpose we require the following lemma:

Lemma 1. Denote by f : Rn → R some function and let A ∈ Rn×d. Moreover,
let U ∈ Rn×d and S ∈ Rn×m. Then the following problems are equivalent:

minimize
U,A

f(V ) + ‖U‖2 + ‖A‖2 (14)

minimize
V

f(V ) + U>(1 + SS>)−1U (15)

Proof. Denote by (U∗, A∗) the optimal solution of (14). Clearly in this case for
V := U∗ + SA∗ the optimization problem

minimize
A

f(V ) + ‖V − SA‖2 + ‖A‖2 (16)
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needs to have A∗ as its solution. What remains is to express A as a function of
V and to show that in this case (14) and (15) are equivalent. Taking derivatives
of (15) with respect to A yields

∂A

[
‖V − SA‖2 + ‖A‖2

]
= 2S>(SA− V ) + 2A.

Hence the gradient of the objective function vanishes for A∗ = (1+S>S)−1S>V .
Plugging this back into (15) yields the objective function

f(V ) +
∥∥[1− S(1 + S>S)−1S>

]
V
∥∥2

+
∥∥(1 + S>S)−1S>V

∥∥2

= f(V ) +
∥∥(1 + SS>)−1V

∥∥2
+
∥∥S>(1 + SS>)−1V

∥∥2

= f(V ) + V >(1 + SS>)−1V

Here we used the Sherman-Morrison-Woodbury identity to transform the second
term in the second line. The third term follows from the fact that left and right
singular vectors associated with S constitute the eigenvectors of (1 + SS>) and
(1 + S>S) respectively. Hence we may “push” S to the left in the third term.
The last equality follows by direct calculation.

This lemma shows that the parametrization U+SA (or U+ S̄A respectively)
is equivalent to using a kernel (1 + SS>)−1 as regularization. The latter is well
known as the inverse Laplacian kernel, since SS> encodes the undirected graph
obtained by connecting all users which watched the same movie. The connection
strength in SS> denotes the number of movies both users shared.

The net result of this reparametrization is that (14) is a computationally
more efficient way of dealing with such symmetries rather than computing the
inverse of (1 + SS>). Since we may have millions of users the latter would be
computationally infeasible.

Note also the connection to the spectral theory of graphs [14]: the eigenvalues
and eigenvectors of 1 + S̄S̄> are close to those of the bipartite graph Laplacian,
which can be used for clustering between movies and users respectively. This
means that for similar users and movies we end up using similar parameters
respectively.

4 Experiments

We present evaluation results from the papers [21, 24] and [23]. Evaluations have
been done on two aspects of the model described above. First, the impact of the
model extensions has been studied empirically. Second, the performance of the
different loss functions (NDCG, Ordinal and Regression) has been evaluated.
All evaluations have been conducted on data sets that are well known in the
recommender systems literature. The statistics of these can be found in table 1.
All of these data sets stem from movie recommender services where the movies
are rated by the users on a five star scale.
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Data set Users Movies Ratings

EachMovie 61265 1623 2811717
MovieLens 983 1682 100000

Netflix 480189 17770 100480507
Table 1. Data set statistics

Evaluation measures In order to evaluate the predictive performance of the
different variants of the MMMF model, we resort to two evaluation measures.
The rating performance is evaluated with the root mean squared error (RMSE)
measure:

L(F, Y ) =
1
2

n∑
i=0

m∑
j=0

Sij(Fij − Yij)2 where Sij =

{
1 if user i rated item j

0 otherwise

where Fij is the model prediction and where Yij the value in the test data.
As the focus of this chapter is on ranking, we also evaluated using a ranking

measure. We choose the Normalized Discounted Cumulative Gain (NDCG) score
as defined in 8. In all our experiments, we evaluated using NDCG@10.

Evaluation procedure Following [26] and [21], we distinguish two different eval-
uation scenarios: strong and weak generalization.

Weak generalization: For each user, a number n of ratings is sampled from
the known data. The system is then trained on these ratings and evaluated
on the remaining items. We present results for n = 10, 20, 50. This evaluation
resembles a system with an established user base that recommendations are
generated for.

Strong generalization: This evaluation procedure has been suggested in [26]:
Movies with less than 50 ratings are discarded. The 100 users with the most
rated movies are selected as the test set and the methods are trained on the
remaining users. In evaluation, 10, 20 or 50 ratings are sampled from the test
users. We then use these ratings to learn a new user feature matrix Ustrong
by performing a single iteration of the user phase. The remaining ratings are
used as the test set.

Note that sampling a small number of ratings for the training set mimics a
real world recommender setting where ratings are very scarce compared to the
total number of movies.

In all experiments, the regularization parameters λu and λm were fixed to 10
and not formally tuned. The dimension of U and M was set to d = 10 for the
evaluation of the extensions and to d = 100 for the evaluation of the different
losses. We did not observe significant performance fluctuations when comparing
the performance of the system using d = 10, d = 100 in [21] or d = 30 in [12].
This is an interesting observation in its own right: The preferences of a user for
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movies can be described by a relatively small number (in the order of 10) of real
numbers.

All experiments were performed ten times with different random draws of
the train and test set from the data sets. In total, we report results from more
than 1000 experiments.

4.1 Results - Model Extensions

In this section, we present results only for the least squares regression loss to
isolate the influence of the extensions.

Weak generalization Table 2 contains the results of the weak generalization
scenario experiments. We observe that adding the offset terms yields significant
improvements in the performance of the model. On the other hand, enabling the
Graph Kernel does not seem to significantly improve performance. This might be
attributed to the fact that the regularization factors were not tuned. Enabling the
Graph Kernel adds a large set of additional parameters to the model which might
lead to over-fitting without the adjustment of the regularization parameters.
Nonetheless, the Graph Kernel did add further improvements together with the
offsets.

Table 2. The NGDC@10 accuracy over ten runs and the standard deviation for the
weak generalization evaluation.

Method N=10 N=20 N=50

EachMovie Plain 0.625± 0.000 0.639± 0.000 0.641± 0.000
Offset 0.646± 0.000 0.653± 0.000 0.647± 0.000
GraphKernel 0.583± 0.000 0.585± 0.000 0.590± 0.001
OffsetGK 0.576± 0.000 0.597± 0.000 0.580± 0.001

MovieLens Plain 0.657± 0.000 0.658± 0.000 0.686± 0.000
Offset 0.678± 0.000 0.680± 0.000 0.701± 0.000
GraphKernel 0.624± 0.001 0.644± 0.000 0.682± 0.000
OffsetGK 0.670± 0.001 0.681± 0.000 0.682± 0.000

Strong generalization For the strong generalization setting, the generalized MMMF
models were compared to Gaussian Process Ordinal Regression (GPOR) [5]
Gaussian Process Regression (GPR), their collaborative extensions (CPR, CG-
POR) as well as the original MMMF implementation [26], [21]. Table 3 shows
the results for the generalized MMMF models compared to the ones from [26].

For the Movielens data, the model with the offset and graph kernel extensions
outperforms the other systems. Additionally, the system with both extensions
performs consistently better than the ones with only one extension. On the
Eachmovie data, the generalized MMMF model performs the best with the offset
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extension enabled. It appears that the Graph Kernel in the Eachmovie data set
does not improve the performance but again this could be attributed to a poor
choice of the regularization parameters for this data set.

The generalized MMMF model performance is particularly convincing in the
strong evaluation setting. This is especially notable as the systems we compare
to do use external features of the movies. These features can be obtained by
crawling the Internet Movie Database (IMDB) for information on these movies.
The paper [22] shows how to extend the MMMF models discussed here to use
features as well, but does not provide evaluations on the data sets used here.

The good performance of the generalized MMMF model can be attributed
to the fact that the system performs alternate convex optimization steps over
item and user features. Once a “good” set of item features is obtained, there
is reason to believe that it is a good representation of the items, even for new
users. We believe that this is an important benefit of the generalized MMMF
model in many applications, as it allows for fast accurate predictions for new
users without the need to retrain the whole system.

Table 3. The NGDC@10 accuracy over ten runs and the standard deviation for the
strong generalization evaluation.

Method N=10 N=20 N=50

EachMovie Plain 0.615± 0.000 0.633± 0.000 0.636± 0.000
Offset 0.641± 0.000 0.647± 0.000 0.644± 0.000
GraphKernel 0.574± 0.000 0.581± 0.000 0.596± 0.000
OffsetGK 0.568± 0.000 0.594± 0.000 0.579± 0.000
GPR 0.456± 0.015 0.485± 0.007 0.538± 0.009
CGPR 0.573± 0.014 0.599± 0.012 0.634± 0.011
GPOR 0.369± 0.002 0.368± 0.003 0.366± 0.002
CGPOR 0.379± 0.011 0.378± 0.006 0.377± 0.004
MMMF 0.475± 0.034 0.479± 0.014 0.549± 0.021

MovieLens Plain 0.587± 0.001 0.644± 0.001 0.630± 0.001
Offset 0.583± 0.000 0.444± 0.000 0.690± 0.000
GraphKernel 0.613± 0.000 0.634± 0.000 0.637± 0.001
OffsetGK 0.684± 0.000 0.691± 0.000 0.692± 0.000
GPR 0.494± 0.011 0.502± 0.009 0.509± 0.014
CGPR 0.510± 0.008 0.525± 0.007 0.544± 0.006
GPOR 0.499± 0.004 0.500± 0.005 0.501± 0.005
CGPOR 0.505± 0.005 0.509± 0.004 0.505± 0.004
MMMF 0.552± 0.018 0.613± 0.018 0.665± 0.019

4.2 Results - Ranking Losses

To compare the performance of the different loss functions, the system was
trained without the extensions to allow for the analysis of the loss function’s
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impact in isolation. Experiments were performed with the NDCG, Ordinal Re-
gression and Least Squares Regression loss functions. In addition, we also re-
port results obtained with the original MATLAB implementation of the MMMF
model where possible4.

Weak generalization Table 4 contains the results of the experiments. The Ordi-
nal Regression loss performs best overall with some exceptions where the Least
Squares Regression Loss performs slightly better.

Table 4. Results for the weak generalization experiments. We report the NDCG@10
accuracy for various numbers of training ratings used per user. For most results, we
report the mean over ten runs and the standard deviation. We also report the p-values
for the best vs. second best score.

Method N=10 N=20 N=50

EachMovie NDCG 0.656± 0.001 0.664± 0.002 0.641± 0.004
Ordinal 0.673± 0.031 0.724± 0.002 0.721± 0.008
Regression 0.611± 0.022 0.640± 0.035 0.569± 0.043

MovieLens NDCG 0.640± 0.006 0.631± 0.006 0.608± 0.008
Ordinal 0.623± 0.004 0.669± 0.006 0.717± 0.006
Regression 0.642± 0.025 0.651± 0.019 0.658± 0.019
MMMF 0.606± 0.004 0.694± 0.004 0.699± 0.005

Netflix NDCG 0.608 0.620
Regression 0.608 0.629

Strong generalization For the strong generalization setting, the NDCG scores
are compared to those reported in [26] (table 5).

The generalized MMMF model with the NDCG loss performs strongly com-
pared to most of the other tested methods. Particularly in the strong general-
ization setting, it outperforms the existing methods in almost all of the settings.
Again, note that all methods except MMMF use additional extracted features
which are either provided with the data set or extracted from the IMDB.

4.3 Observations

The variance over the ten runs on different data samples in all experiments is
surprisingly low, especially given the fact that a non convex function is optimized.
The same is true for the variance on the objective function. The low variance
may mean that the same local minimum is always reached or that this minimum
is indeed a global one.
4 The implementation did not scale to the bigger data sets Eachmovie and Netflix.
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Table 5. The NGDC@10 accuracy over ten runs and the standard deviation for the
strong generalization evaluation.

Method N=10 N=20 N=50

EachMovie NDCG 0.638± 0.001 0.662± 0.002 0.677± 0.002
GPR 0.456± 0.0105 0.485± 0.007 0.538± 0.009
CGPR 0.573± 0.014 0.599± 0.012 0.634± 0.011
GPOR 0.369± 0.002 0.368± 0.003 0.366± 0.002
CGPOR 0.379± 0.011 0.378± 0.006 0.377± 0.004
MMMF 0.475± 0.034 0.479± 0.014 0.548± 0.021

MovieLens NDCG 0.624± 0.024 0.671± 0.007 0.646± 0.010
GPR 0.494± 0.011 0.502± 0.009 0.509± 0.014
CGPR 0.510± 0.008 0.525± 0.007 0.544± 0.006
GPOR 0.499± 0.004 0.500± 0.005 0.501± 0.005
CGPOR 0.505± 0.005 0.509± 0.004 0.505± 0.004
MMMF 0.552± 0.018 0.613± 0.018 0.665± 0.019

The model extensions described above are capable of improving the predic-
tive performance of the MMMF models. Please note that the the regularization
parameters were not tuned, which might improve the performance even further.
This is especially true when using the graph kernel which adds an additional set
of parameters to be learned. We also observe that optimizing the NDCG based
loss function does not necessarily provide for better test NDCG values. This can
be attributed to the fact that the NDCG loss function for the sake of convexity
provides only an upper bound to the actual NDCG measure. Note that we did
not provide results for the Netflix dataset for N = 50 due to restriction in the
computational resources.

5 Conclusion

In this chapter, we presented a model for collaborative filtering based on the well
established Maximum Margin Matrix Factorization (MMMF). We showed how
to extend the model and the optimization procedure thereof to accommodate
recent results from the Learning to Rank community. To this end, we discussed
the direct optimization of the Ordinal Regression and NDCG loss functions.

In addition, we described several extensions to the model recently introduced
in the literature. We introduced offset terms and a graph kernel on the recom-
mender graph. We also showed that recent extensions to MMMF [12] as well as
well known approaches [1] are both instances of a common graph kernel formu-
lation.

The software developed to evaluate the methods described in this paper will
be available on http://www.cofirank.org.
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2. Léon Bottou. Stochastic learning. In Olivier Bousquet and Ulrike von Luxburg,
editors, Advanced Lectures on Machine Learning, Lecture Notes in Artificial Intel-
ligence, LNAI 3176, pages 146–168. Springer Verlag, Berlin, 2004.

3. C. J. Burges, Q. V. Le, and R. Ragno. Learning to rank with nonsmooth cost
functions. In B. Schölkopf, J. Platt, and T. Hofmann, editors, Advances in Neural
Information Processing Systems (NIPS) 19, pages 193–200, 2007.

4. Olivier Chapelle, Quoc Viet Le, and Alexander Smola. Large margin optimization
of ranking measures. In NIPS Workshop: Machine Learning for Web Search, 2007.

5. W. Chu and Z. Ghahramani. Gaussian processes for ordinal regression. Journal
of Machine Learning Research, 6:1019–1041, 2005.

6. R. Herbrich, T. Graepel, and K. Obermayer. Large margin rank boundaries for
ordinal regression. In A. J. Smola, P. L. Bartlett, B. Schölkopf, and D. Schuurmans,
editors, Advances in Large Margin Classifiers, pages 115–132, Cambridge, MA,
2000. MIT Press.

7. Thomas Hofmann. Latent semantic models for collaborative filtering. ACM Trans-
actions on Information Systems (TOIS), 22(1):89–115, 2004.

8. T. Joachims. Training linear SVMs in linear time. In Proceedings of the ACM
Conference on Knowledge Discovery and Data Mining (KDD), pages 217 – 226.
ACM, 2006.

9. J. Nocedal and S. J. Wright. Numerical Optimization. Springer Series in Operations
Research. Springer, 1999.

10. Tao Qin, Tie-Yan Liu, and Hang Li. A general approximation framework for direct
optimization of information retrieval measures. Technical Report MSR-TR-2008-
164, Microsoft Research, November 2008.

11. J. Rennie and N. Srebro. Fast maximum margin matrix factoriazation for collabo-
rative prediction. In Proceedings of the 22nd International Conference on Machine
Learning (ICML), pages 713 – 719, 2005.

12. R. Salakhutdinov and A. Mnih. Probabilistic matrix factorization. In Advances
in Neural Information Processing Systems (NIPS) 20, Cambridge, MA, 2008. MIT
Press.

13. A. Smola, S.V.N. Vishwanathan, and Q. Le. Bundle methods for machine learning.
In Advances in Neural Information Processing Systems (NIPS) 20, Cambridge,
MA, 2008. MIT Press.

14. A. J. Smola and I. R. Kondor. Kernels and regularization on graphs. In B. Schölkopf
and M. K. Warmuth, editors, Proceedings of the Annual Conference on Computa-
tional Learning Theory (COLT), Lecture Notes in Computer Science, pages 144–
158, Heidelberg, Germany, 2003. Springer-Verlag.



18 Karatzoglou, Weimer

15. N. Srebro and T. Jaakkola. Weighted low-rank approximations. In Proceedings of
the 20th International Conference on Machine Learning (ICML 2003), pages 720
– 727. AAAI Press, 2003.

16. N. Srebro, J. Rennie, and T. Jaakkola. Maximum-margin matrix factorization. In
L. K. Saul, Y. Weiss, and L. Bottou, editors, Advances in Neural Information Pro-
cessing Systems (NIPS) 17, pages 1329–1336, Cambridge, MA, 2005. MIT Press.

17. N. Srebro and A. Shraibman. Rank, trace-norm and max-norm. In P. Auer and
R. Meir, editors, Proceedings of the Annual Conference on Computational Learning
Theory (COLT), number 3559 in Lecture Notes in Artificial Intelligence, pages
545–560. Springer-Verlag, June 2005.
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